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Why Julia?
1 Introduction

• High level language with meta-programming

• Looks like Python but with higher performance
— No global interpreter lock (GIL) : Enable multi-thread integration!
— Just-in-time (JIT) compilation based on LLVM

• Good candidate to prototype new algorithms in Aff3ct
— Easier than doing it in C++
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Remainder of Julia Interfaces
1 Introduction

• Interfacing done using StreamPU
— Written in C++ for C++ applications
— Support threads with its own pool of threads
— Can invoke Julia code from C++ side

• List of existing solutions to interface with

Name Language Stars Supp. J. versions Last com. Threads Except. J. ← C++ C++ ← J.

API C Julia C – V – ∼ ✗ ✓ ∼

Cxx.jl C++?? 764 ☀ 1.01 ≤ V ≤ 1.03 May 2024 ✗ ✗ ✓ ✗

CxxWrap.jl C++17 465 ☀ V ≤ 1.12 Nov. 2025 ✗ ✗ ✓ ∼

CxxInterface.jl C++?? 47 ☀ V ≤ 1.10 Jan. 2022 ✗ ✗ ✓ ✗

Jluna C++20 257 ☀ 1.07 ≤ V ≤ 1.10 Apr. 2024 ✓ ✓ ✓ ✓
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Implementation Choices
2 Implementation

• Previous work based on Jluna

• However some problems have been identified with Jluna
— Not entirely thread-safe

○ Problem when using the Jluna thread pool (jluna::ThreadPool)1

○ Safe evaluation (jluna::Safe::eval) and proxy (jluna::Proxy) are not thread safe2

— Not maintained (and not compatible with recent versions)
○ Last commit: 2024-04-12
○ Does not compile with Julia 1.11.7 and more recent versions

: Need to design a new interface for StreamPU
— Use Julia’s native C API
— Keep some of Jluna’s ideas

1GitHub issue: https://github.com/Clemapfel/jluna/issues/69
2GitHub issue: https://github.com/Clemapfel/jluna/issues/32
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Prerequisites – The Garbage Collector
2 Implementation

• Main concepts
— Release non-referred objects “automatically”
— Julia uses per-thread allocation buffers, but the GC is global
— All threads pause when GC runs
— Work-stealing helps parallelize the marking phase

• Avoid GC cleaning with the linked list of frames
— A frame is either an array of Julia datatypes or an array of pointers
— Allocated on the stack
— Frame creation: JL_PUSH[1-7] or JL_PUSH_ARGS macros
— Frame deletion: frame ← JL_POP macro
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Proxy for Safety Uses
2 Implementation

• Definition
— Inspired by Jluna’s proxy design pattern
— Facilitate function calls over Julia C API
— Protect from the Julia GC with a

Ref_keeper

• Ref_keeper
— Prevent Julia data to be deallocated during

the proxy life time
— Create an array of Julia values in the heap

(NOT in the stack!)
○ Life time does not depend on the stack anymore

1 # file "increment.jl"
2 function increment(x::Uint64)::Uint64
3 return x + 1
4 end

1 spu::tools::jl_eval_file("increment.jl");
2 spu::tools::Proxy proxy_f =
3 jl_eval_string("return increment");
4 spu::tools::Proxy proxy_v = jl_box_uint64(0);
5
6 for (size_t i = 0; i < 42; i++)
7 proxy_v = proxy_f(proxy_v)
8
9 std::cout << jl_unbox_uint64(proxy_v)

10 << std::endl;
11 // print: 42
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Multi-threading – New Julia Thread Pool
2 Implementation

• Use POSIX threads combined with
jl_adopt_thread primitive

— Available since 1.9.0a

— Does not work with C++11 threads
— Allows Julia environment to “adopt”

threads
: Initialize structures for each threads
(for instance the linked list of frames)

— Same interface as StreamPU C++
thread-pool

— Efficient implementation without safe
points (jl_gc_safe_enter)

aNote on jl_adopt_thread: https://scientificcoder.com/
extreme-multi-threading-c-and-julia-19-integration

1 void Thread_pool_Julia::run(void* args) {
2 struct _args* d = (struct _args*)args;
3 pthread_mutex_lock(&d->lock);
4 jl_gcframe_t** gc_struct = jl_adopt_thread();
5 pthread_mutex_unlock(&d->lock);
6 // Julia GC can be freely called after this
7 jl_gc_safe_enter(jl_current_task->ptls);
8 spu::tools::init_internal_vals(args);
9 // thread pool initialization

10 d->thread_pool->func_init(d->tid);
11 // thread pool synchronization loop
12 while (!d->thread_pool->stop_threads) {
13 std::unique_lock<std::mutex> lock(
14 d->thread_pool->mtx[d->tid]);
15 d->thread_pool->barrier.arrive();
16 d->thread_pool->cnd[d->tid].wait(lock);
17 if (!d->thread_pool->stop)
18 d->thread_pool->func_exec(d->tid); // exec!
19 }
20 // end of the thread pool
21 d->thread_pool->func_deinit(d->tid);
22 }
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Multi-threading – Function Calls
2 Implementation

1 jl_function* foo;
2 jl_value_t* v;
3 JL_PUSH2(&foo, &v);
4 // return some value
5 v = jl_call0(foo); // this line can fail

• Problem: No protection from the
GC between the return from and
the store in C/C++

• May lead to undefined behaviors
and bugs in multi-threading

• Need for an workaround

1 function wrapper(ref::Ref{Any}, f)
2 ref[] = f()
3 return ref[]
4 end

1 jl_gc_enable(false);
2 spu::tools::Proxy ref = create_ref_any(); // Create the ref as above
3 spu::tools::Proxy wrapper = jl_eval_string("return wrapper");
4 jl_gc_enable(true);
5 ...
6 spu::tools::Proxy v;
7 spu::tools::Proxy foo; // Same function
8 v = jl_call2(wrapper, ref, foo);

• Solution: Store in a (thread local)
Ref{Any} and return its contents

: Proposed API provides tools to
protect variable contents from GC
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Stateless module
2 Implementation

• module::Stateless_Julia class
— Based on module::Stateless_Jluna

class
— Behavior is quasi-similar to

module::Stateless class

• Very basic code example: a task that
reads input socket and writes the data
into two output sockets

compute1 1
2

Stateless_Julia (inst. jl_mdl)

Task
Module

Input socket
Output socket

1 // C++ code
2 module::Stateless_Julia jl_mdl;
3 runtime::Task& t = jl_mdl.create_task("compute");
4 jl_mdl.create_socket_in <int8_t>(t, "in", N );
5 jl_mdl.create_socket_out<int8_t>(t, "out1", N / 2);
6 jl_mdl.create_socket_out<int8_t>(t, "out2", N / 2);
7 jl_mdl.create_codelet_file(t, "compute.jl");

1 # Julia code ("compule.jl" file contents)
2 function compute(sck_in, sck_out1, sck_out2,
3 rnt_frame_id, rnt_n_frames_per_wave)
4 # for each element in 'sck_in'
5 for n in eachindex(sck_in)
6 if n % 2 == 0
7 sck_out1[n / 2] = sck_in[n] # even
8 else
9 sck_out2[n / 2] = sck_in[n] # odd

10 end
11 end
12 return 0 # return val in 'status' sck
13 end
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Benchmark Protocol
3 Benchmarks and Results

Software & hardware configuration:

• AMD Ryzen 9 7945HX (16 cores)

• Ubuntu 24.04 LTS (kernel 6.8)

• C++ GNU Compiler v13.3.0
-O3 -march=native -funroll-loops

• Julia v1.10.10 (libLLVM-15.0.7,
ORCJIT, znver3)

Benchmark application:

• 6 increment tasks chained
— Run in loop, memory bound

• Two variants has been evaluated
— Appv1: increment tasks with

input/output sockets
— Appv2: increment tasks with

forward sockets (= 0-copy)
An az4-mixed node from Dalek1 has been used for the benchmarks.

initialize
(t1)

increment
(t2)

increment
(t3)

increment
(t4)

increment
(t5)

increment
(t6)

increment
(t7)

finalize
(t8)

Initializer Incrementer Incrementer Incrementer Incrementer Incrementer Incrementer Finalizer

Sequence

1Adrien Cassagne, Noé Amiot, and Manuel Bouyer. “Dalek: An Unconventional and Energy-Aware
Heterogeneous Cluster”. (preprint). Aug. 2025. doi: 10.48550/arXiv.2508.10481.
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Experimental Results – Sequential
3 Benchmarks and Results
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Implem. type of the increment tasks:
• In C++

— Efficient for task latency > 0.1 µs
• In Julia for production (unsafe)

— Match C++ perf for latency > 10 µs
• In Julia with errors management (safe)

— Very similar to the unsafe version (only
the cost of a try block)
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Comparison with Previous Jluna Implem.
3 Benchmarks and Results
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Experimental Results – Multi-threading
3 Benchmarks and Results
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Known Limitations
4 Limitations and Further Work

• input/output’s deadlock in adopted threads
: It is not possible to perform println or read/write from/to a file in

multi-threaded code1 2

• The GC is not automatically triggered where it should
: Workaround: A specific code has been added in the stop condition of the

sequence to manually call the GC
• The proposed solution does NOT yet work on macOS

: The code raises an exception because of unexpected multiple code
evaluations

• Proxies MUST be manipulated in their own threads
— Cannot pass a reference to another thread (but we can pass its contents and

create a new proxy), this is due to an implementation choice
1Thread safety with Julia C API: https://docs.julialang.org/en/v1/manual/embedding/#Thread-safety
2GitHub issue: https://github.com/JuliaLang/julia/issues/55525
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Further Work
4 Limitations and Further Work

• Some code cleaning must be done
— Creation of a spu::tools::Julia static class to regroup Julia utils and to

contain required global variables and constants
— Fix code warnings (example: unused variables)

• Add support of StreamPU spu::module::Stateful modules
— Need to keep a state as a Julia object
— Idea: The codelet function can take an extra argument which is the state
— Need to rework the proxy to be able to have multiple threads that can execute

code on the same module

• Add StreamPU spu::runtime::Pipeline support
— It has not been tested yet but there is NOT a big gap
— Need to support environments where multiple thread pools live together

(standard C++ thread pools and thread pools)
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Conclusion
4 Limitations and Further Work

• Previous work on Jluna has led to a dead end :-(

• Redo previous work with the low level C API
— More control on what is really done and more future proof solution

• Add multi-threading support with close to C++ performance (when
the tasks are big enough)

• multi-threading from C/C++ is still young and some bugs and
unknown behaviors remain

— Some macros and functions are not documented and may change in
future versions of

— Use code hidden behind those macros
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Q&A
Thank you for listening!

Do you have any questions?
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